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Abstract. Deep learning models achieve state-of-the-art results in a wide
array of medical imaging problems. Yet the lack of interpretability of deep
neural networks is a primary concern for medical practitioners and poses
a considerable barrier before the deployment of such models in clinical
practice. Several techniques have been developed for visualizing the deci-
sion process of DNNs. However, few implementations are openly available
for the popular PyTorch library, and existing implementations are often
limited to two-dimensional data and classification models. We present
M3d-CAM, an easy easy to use library for generating attention maps of
CNN-based PyTorch models for both 2D and 3D data, and applicable to
both classification and segmentation models. The attention maps can be
generated with multiple methods: Guided Backpropagation, Grad-CAM,
Guided Grad-CAM and Grad-CAM++. The maps visualize the regions
in the input data that most heavily influence the model prediction at a
certain layer. Only a single line of code is sufficient for generating atten-
tion maps for a model, making M3d-CAM a plug-and-play solution that
requires minimal previous knowledge.

1 Introduction

Deep learning has become a central focus of medical image computing. Yet the
lack of interpretability and black-box internal workings of deep neural networks,
believed by many to be a primary drawback of deep learning methods [1,2], is of
particular concern in the medical field. Within the clinical routine, deep learning
models would most likely act as decision support systems for practitioners. Such
a system would only be used insofar it is trusted by the practitioner and he or she
can follow the decision process. Fortunately, significant progress has been made in
the development of interpretability techniques [3]. For image data, the generation
of attention maps, that show which input regions network layers consider when
making a prediction, are highly popular.
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Despite this, few implementations are available that are suited for the par-
ticularities of medical data. In this work we aim to close this gap by presenting
M3d-CAM, an easy-to-use library for generating attention maps that can be
seamlessly integrated into any medical imaging project. The library is suited for
any CNN-based PyTorch [4] classification or segmentation model and is compat-
ible with both two- and three-dimensional data.

With this work we aim to simplify the generation of attention maps, thus in-
creasing the interpretability of classification and segmentation models. We hope
that this in turn raises the trust of medical practitioners in deep learning.

2 Materials and methods

M3d-CAM works through injection into a given model, appending certain func-
tions to it. The model itself will work as usual and its predictions remain un-
touched. M3d-CAM itself works behind the scenes and generates attention maps
every time model.forward is called. The most important functions of M3d-
CAM are explained in the following sections.

2.1 Injection

To inject a model with M3d-CAM one simply needs to insert the single line
model = medcam.inject(model) after model initialization, as shown in code

example 1. This will add all the necessary functionality to the model. Addition-
ally, inject offers multiple parameters that can be adjusted. As an example one

can define an output_dir and set save_maps=True to save every generated

attention map. One can also set a desired backend which is used for generating
the attention maps such as Grad-CAM. These backends are explained in more
detail in section 2.4. Furthermore, it is possible to choose the layer of interest
with layer . Hereby one can specifically define a single layer, a set of layers,

every layer with full or the highest CNN-layer with auto for the most comfort.

2.2 Layer retrieval

As the layer names of a model are often unknown to the user, M3d-CAM offers
the method medcam.get_layers(model) for quickly acquiring every layer name

of a model.
It should be noted that attention maps cannot be generated for every type

of layer. This is the case for fully-connected, bounding box and other special
kinds of layers. While the attention for theses layers can be computed, it is not
possible to project them back to the original input data.
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Fig. 1. Example of injecting a model with M3d-CAM.

2.3 Evaluation

M3d-CAM supports the evaluation of attention maps with respect to ground
truth masks. This can be done by calling model.forward(input, mask) , in-

cluding the mask in the forward call. The attention map is then internally eval-
uated by the medcam.Evaluator class with a predefined metric by the user.

Alternatively, one can call the medcam.Evaluator class directly. By calling

model.dump() or respectively medcam.Evaluator.dump() the evaluation re-

sults are saved as an excel table.

2.4 Backends

M3d-CAM supports multiple methods for generating attention maps. For sim-
plicity we will refer to them as backends. We show examples of how the different
backends perform in section 3.

Grad-CAM [5] works by first propagating the input through the entire model.
In a second step a desired class in the output is isolated by setting every other
class to zero. The output of this isolated class is then backpropagated through
the model up to the desired layer. Here, the layer gradients are extracted and
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together with the feature maps of the same layer the attention map is computed.
The approach of generating an attention map from a specific preferably high
layer gives a good compromise between high-level semantics and detailed spatial
information. Furthermore, by isolating a specific class Grad-CAM becomes class-
discriminant.

Guided Backpropagation [6] works by first propagating the input through the
entire model similar to Grad-CAM. In a second step the output is backpropa-
gated through the entire model. However, only the non-negative gradients are
passed to the next layer as negative gradients correspond to suppressed pixels
deemed not relevant by the authors. The advantage of Guided Backpropagation
is that the attention is pixel-precise. The downsides are that it is neither class-
nor layer-discriminant.

Guided Grad-CAM is another backend presented by Selvaraju et al. [5], which
is a combination of Guided Backpropagation and Grad-CAM in an effort to
combine the best of both approaches. When generating attention maps with
both backends the resulting attention maps can be combined through simply
multiplying them element-wise. The only downside of Guided Grad-CAM is the
need of performing backpropagation two times.

Grad-CAM++ is an extension of Grad-CAM introduced by Chattopadhay at
al. [7]. It differs from the naive Grad-CAM in that it weights the gradients before
combining them with the feature maps. This results in more precise attention
maps, especially when dealing with multiple instances of the same class in an
image.

3 Results

In this section, we qualitatively illustrate the attention maps extracted by M3d-
CAM for three examples. These are found in Fig. 1. The first row shows the
original images. The first displays a chest X-Ray used on the task of classification
by employing a CovidNet [8], the second a lung CT slice on the task of 2D
segmentation with an Inf-Net [9] and the third a 3D prostate CT image on the
task of 3D segmentation by employing a nnUNet [10].

The result of applying the Grad-CAM backend is a heatmap-like image of the
attention at the desired layer, as shown in Table 2. For Guided Backpropagation,
the result is a noise-like image depicting the model attention (see Table 3).
The result of combining both approaches in the Guided Grad-CAM approach
is a noise-like class and layer discriminant pixel-precise attention map, found in
Table 4. Finally, Grad-CAM++ produces heatmaps similar the original Grad-
CAM but that more precisely depict the gradient weighting. Examples of these
attention maps are shown in Table 5.
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Table 1. From left to right: A chest X-Ray from the COVID-19 image data collec-
tion [11], a lung CT slice also from [11] and 3D prostate CT image from the Medical
Decathlon dataset [12].

Table 2. The resulting Grad-CAM attention maps.

Table 3. The resulting Guided Backpropagation attention maps.

Table 4. The resulting Guided Grad-CAM attention maps.

Table 5. The resulting Grad-CAM++ attention maps.
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4 Discussion

In this work we present M3d-CAM, a plug-and-play interpretability suite suited
for PyTorch classification and segmentation models. The library implements a
number of backend methods to extract attention maps, and supports both two-
and three-dimensional data. With this contribution we hope to simplify the appli-
cation of interpretability techniques to accelerate trust in medical deep learning
models.
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